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Concurrent growth in computer-based testing and the use of complex constructed response 

item formats has generated considerable interest in automated scoring of constructed response 

items. Many researchers have reported on successful efforts to automate scoring of essays 

(Martinez & Bennett, 1992; Page, 1994; Burnstein & Chodorow, 2002; Attali & Powers, 2009), 

architectural design tasks (Bejar & Braun, 1999), and patient care (Margolis & Clauser, 2006). 

Research comparing automated scores with expert judgments has shown that computer-based 

scoring can be highly successful (Powers, Burstein, Chodorow, Fowles, & Kukich, 2002; 

Shermis, Koch, Page, Keith, & Harrington, 2002), yet there have been relatively few studies 

comparing the various strategies that may be used to produce computer-based scores.  

Until recently, innovative and complex performance assessments designed to measure 

higher-level cognitive processes were almost exclusively scored by human raters. However, 

human judgment often does not result in the most accurate and consistent measure due to raters’ 

individual biases and human errors (e.g., Guilford, 1936, Hartog & Rhodes, 1936; Braun, H. I. & 

Wainer, H., 1989; Engelhard, 1994 & 1996).  Moreover, as performance assessments have 

increased in complexity, so too has the costs and challenges associated with their development 

and maintenance and this has created further incentive to score examinee performances efficiently 

(e.g., Attali & Burstein, 2006). These concerns have led many testing organizations to pursue 

automated scoring solutions, particularly for use with large-scale tests, where efficiencies are 

scalable and the use of human raters becomes impractical. As reliance on automated scoring 

becomes more commonplace, there is a growing need to compare the outcomes of various scoring 

strategies to ensure that the (sometimes competing) goals of validity, reliability, and efficiency 



are optimized for a given measurement problem (Webster, Shea, Norcini, Grosso & Swanson, 

1988; Clauser, Kane, Swanson, 2002; Bennett & Bejar, 1999; Yang, Buckendahl, Juszkiewicz, & 

Bhola, 2002). Despite its potential importance, research making such comparisons is uncommon.  

Among the few studies comparing conceptually distinct approaches to automated essay 

scoring, recently, Attali and colleagues (e.g., Attali and Burstein, 2006) have made comparisons 

between scoring models within the e-rater framework. The primary focus of the research was to 

compare generic models to essay-specific models; the validity criterion was the correlation to 

human ratings. The results showed modest differences between the models. This suggested that in 

some applications the generic models may be appropriately substituted for the essay specific 

algorithms. 

Clauser, Margolis, Clyman, Ross (1997) compared rule-based and regression-based 

approaches for scoring computer simulations of physicians’ patient management skills. Although 

this research was only based on pilot data from a small number of performance tasks (clinical 

cases), their findings suggested that the regression-based scores were more highly correlated with 

human ratings than were the rule-based scores. Further, the regression-based scores were shown 

to be more generalizable than the rule-based scores (Clauser, Swanson, & Clyman, 1996). 

The purpose of the present research is to compare seven different strategies for scoring the 

computer-based case simulations (CCS) currently used to assess physicians’ patient-management 

skills as part of the Step 3 United States Medical Licensing Examination (USMLE
®
). The 

alternative scoring procedures investigated here incorporate expert judgment in one of three 

conceptually distinct ways: (i) regression-based modeling, (ii) rule-based, and (iii) weighted 

scoring approaches. 

Previous research by Clauser and others (1997) showed that regression-based scoring 

approach is a reasonable substitute for human ratings. The present study extends that research 

by examining related regression-based models. In addition, a rule-based approach that had 



shown promise previously was included in this study. Finally, models in which different aspects 

of examinee performance are weighted according to a set criterion were considered as well. The 

idea of using a set of a priori generic weights (as in Attali and Burstein, 2006) for scoring 

different performance assessment tasks is appealing for practical reasons. Moreover, Wainer’s 

equal weights theorem (1976) postulates that when a linear model is used for predicting scores, 

differences between using unit weights and optimal weights are small.  

Method 

Computer-based case simulations require examinees to manage a patient in a computer-

simulated patient care environment. The full examination comprises 9 computer-simulated 

clinical cases and takes about four hours to complete. The format of this examination has been 

described in detail elsewhere (Margolis & Clauser, 2006). Briefly, examinees are presented 

with a clinical scenario involving a patient in need of medical care. Examinees can review the 

patient’s history, request a physical examination, and make free text entries ordering tests, 

treatments, and consultations. The interactive computer environment allows examinees to 

review results of the ordered tests and receive periodic updates about the patient’s condition. 

The examinee is also responsible for changing the patient’s location and advancing the case 

through simulated time. When case management is completed, the system produces a record of 

the actions taken by the examinee along with the simulated time at which each action occurred, 

which is then used for scoring. 

For the purpose of this research 2 independent datasets were used.  Both samples 

included the same 18 clinical cases, however the first sample contained six cases for each 

examinee, while the data in the second sample contained only one case per examinee. 

Dataset I 

Operational test forms consist on nine cases. For this research, examinees were 

identified who had completed six cases in common. Three such sets of six cases were 



identified from the operational pool; the sets were balanced for content. For the 3 forms, 

samples of 739, 771 and 767 examinees were identified. These samples included all first time 

examinees completing the identified case sets during a 12 month period.  Dataset I provided a 

basis for estimating test reliability for each of the scoring procedures. 

Dataset II 

            The second dataset consisted of 18 smaller samples of about 230-250 examinee 

performances for each of the cases selected for this project.  These smaller samples of 

performances are routinely selected during the pre-testing stage of the examination for hand-

scoring by individual raters.  For every case, each examinee performance is rated by 3-5 

content experts (practicing and teaching physicians). These ratings are averaged and the 

average ratings then serve as a dependent variable in a regression modeling procedure which 

results in a scoring algorithm that is later used during operational scoring.  This scoring method 

is referred to as ‘operational regression-based’ procedure throughout this paper.   

Scoring Algorithms 

Seven scoring algorithms were developed for each of the cases as follows: 

1. Operational regression. Averaged ratings, as described above, were used as a 

dependent variable in a variety of regression models where predictors include categories of 

actions taken by an examinee during the management of a case. Actions that were beneficial 

for the management of the patient’s condition are categorized by importance, timing and 

sequence or by the type of the action such as diagnostic, physical examination, treatment of 

monitoring action. All beneficial actions were also categorized as most, less and least 

important for the management of a patient. Additionally, non-indicated actions and actions that 

may be detrimental to the patient’s health were grouped into 3 categories by the level of their 

severity. Individual actions, such as administering an antibiotic treatment or ordering a CT 

scan, were also used as individual predictors in some cases. After testing a number of 

regression models, the best-fitting model was selected. Counts of actions within each category 



were then multiplied by the resultant regression weights and summed to produce a case-

specific score (see Table 1 for an example of regression-based weights). 

2. Rule-based. A series of logical statements was created to map specific patterns of 

performance into scores. These statements reflected case-specific scoring keys developed by a 

committee of content experts during the case-development stage of the examination. For 

example, ordering appropriate diagnostic tests, treatment action and monitoring plan done at 

the most optimal time and in appropriate sequence would result in a score of 9 on a 1-9 scale, 

while similar performance with delayed diagnosis or treatment would result in a score of 7, and 

a performance without appropriate treatment of a patient would result in a score of 2 or 1. 

3. Standard Regression-based. This approach is similar to the operational regression 

(method 1) with one exception – it uses ‘standard’ categories of actions as predictors.  For each 

case, examinee actions are grouped into the following categories: most important diagnostic, 

treatment, history/physical and monitoring/follow-up actions; less and least important actions; 

and inappropriate, risky, and harmful actions. For this model, regression weights are estimated 

separately for each case, but the same set of independent measures is used across cases (see 

Table 1 for an example of standard regression-based weights). 

4. Small Sample Standard Regression-based.  Reducing a sample size of rated 

performances may be desirable for large-scale operational examinations because of a need to 

control costs associated with training and rating time of content experts. The same standard 

categories as in Standard Regression-based method were used for this method however the 

regression analysis was based on a much smaller examinee sample.  To minimize loss of 

information that comes with smaller sample size, rather than selecting random performances, 

our selection method ensured a wide range of performance patterns.  Samples of 80 to 100 

rated examinee performances were selected based on a cluster-analytic procedure in which 

distinct examinee performance patterns were identified and grouped into individual clusters. A 



random sample of examinees from within each cluster was then selected to form the final 

sample used in regression.   

5. Unit weights.  This method uses the same variables as the Standard Regression-based 

method, but unit weights are applied to the standardized counts of actions within each of the 

nine action category.  Positive unit weights are applied to the categories representing actions 

beneficial to patient management; and negative unit weights were applied to categories of non-

indicated actions and actions that may be detrimental to the patient’s health.  All unit-weighted 

category counts were then summed to produce a final case score. 

6. Fixed weights. This model is identical to the unit weight approach except for the 

magnitude of the weights assigned to each action category. The actions categorized as most 

important, less and least important are given fixed weights of 3, 2, and 1 respectively; and the 

non-indicated actions categorized into 3 categories by the level of severity are assigned the 

weights of -3, -2, and -1. 

7. Average weights.  For this method, regression weights estimated during the standard 

regression-based approach were averaged across all cases, within each category.  The 

resulting averaged weights were then applied to the standardized counts of actions within each 

of the following categories: most important diagnostic, treatment, history/physical and 

monitoring/follow-up actions; less and least important actions; and inappropriate, risky, and 

harmful actions.  Weighted standardized counts of all actions were then summed to produce a 

case score. 

Analyses 

Dataset I: reliability and correlations.  Coefficient alpha was calculated for each 

scoring procedure.  Calculations were done within six cases common to examinees in each of 

the 3 samples. For each of the scoring methods, a total examinee score was produced by 

averaging individual scores across 6 cases.  Finally, correlations were produced between each 

of these total scores and the multiple-choice component of the examination. 



Dataset II: correlations and cross-validation of scores. For each of the scores 

produced by the described alternative scoring methods, correlations were calculated between 

the scores and the human ratings for all 18 cases used in this study.  For scores resulting from a 

regression-based approach, boot-strap cross-validation was performed and correlations were 

calculated based on the cross-validated scores.  To illustrate how the cross-validation technique 

was used, let us consider a hypothetical example.  Let us assume that a sample of 200 rated 

performances is available for regression modeling of a case.  A random sample of 10 out of the 

200 performances is selected and excluded from regression modeling.  After regression 

weights are estimated based on the remaining 190 performances, they are then used to produce 

a predicted case score for the excluded 10 performances.  This process is repeated 19 more 

times with the remaining 190 performances – each time, a different set of random 10 

performances is excluded and regression is based on the remaining 190.  Consequently for each 

performance, its score is based on a set of regression weights that were estimated based on a 

sample that excluded that particular performance. 

Correlations were averaged across 18 cases and subsequently across the 9 oldest and the 9 

most recent cases to examine the effects of evolved rater training and operational procedure 

during case and key development.   

Results 

Table 2 presents correlations between expert ratings and scores based on the seven 

alternative scoring methods. Because distributions of correlations across cases are skewed, 

median correlations are reported along with means and standard deviations. Examination of 

the correlations between scores and ratings suggests that case specific scoring methods – 

operational, standard, small-sample standard regression and rule-based –produce higher 

correlations than weights that are fixed across cases. Unit-, fixed- and average-weights-based 

scores on-average correlate 0.75 with expert ratings, compared with 0.84-0.86 for the case-



specific methods. The average weights (weights that were empirically derived from a regression-

based procedure and averaged across cases) result in score-rating correlations that vary the most 

across cases with a standard deviation of 0.13. Such wide range in correlations might be present 

because of case-specificity inherent in expert ratings and the more global approach to scoring that 

is characteristic of average-weights scoring. For example, for case A raters may put less weight 

on treatment actions and more weight on physical examination because physical examination is 

the most important action an examinee can take in treatment of the case A patient. For case B, 

however, a physical examination might be less important than the treatment and will 

consequently be valued less by raters. Within the average-weights method, this case-specificity is 

not captured and both physical examination and treatment receive the same weight. This could 

increase the variation in correlations between ratings and average-weights score across cases. 

The highest average correlation is that for the operational regression-based score, followed 

by the rule-based and standard regression-based approaches. Although the rule-based and the 

standard regression-based scores have on average the same correlations with ratings, rule-based 

correlations vary more (SD=0.08) across cases. This result prompted a more detailed examination 

of correlations. It was hypothesized that at the earlier stages of CCS assessment, the standard 

regression-based approach resulted in higher correlations with ratings than did the rule-based 

approach (as reported by Clauser et. al, 1997) however, as the procedures for rater training 

improved and case and key development became more streamlined, a more accurate capture of 

rater judgment in a series of logical statements became feasible. Therefore for the cases 

developed and rated more recently, correlations between rule-based scores and ratings could be 

higher than correlations between standard regression-based scores and ratings. To test this 

hypothesis, the 18 cases were split into 9 oldest and 9 most recent ones.  

Table 3 presents correlations between ratings and the seven alternative scores averaged 

over the 9 oldest and 9 most recent cases. While the overall pattern of case-specific scores 



correlating higher with the rating than the scores resulting from fixed weights remains, the 

correlations for rule-base and standard regression-based scores with ratings vary for older and 

newer cases. For the 9 older cases, the rule-based scores on-average correlate 0.79 with ratings, 

and the correlations vary moderately across cases (SD=0.07). The standard regression-based 

scores have higher correlations with ratings, averaging 0.85 across the older cases. As 

hypothesized, the picture is reversed for the 9 most recent cases. Rule-based scores correlate 0.90 

with ratings while the average correlation for the standard regression-based scores remained 0.85 

for the most recent cases.  

Table 4 presents reliability estimates for total examinee scores based on seven 

alternative scoring methods, calculated within 3 forms across 6 cases per examinee. As can be 

expected, reliability of a score based on only 6 performance assessments is somewhat low, 

ranging from 0.27 for the rule-based scores on form 1 to 0.49 for the unit and fixed-weight 

scores on form 2. The patterns for reliability estimates appear to be generally the opposite of that 

noted for correlations. The unit-, fixed-, and average-weight procedures result in the highest 

estimated reliabilities from 0.45 to 0.49; thus it appears that these methods consistently assess a 

trait, however based on the lower correlations with ratings we must conclude that this trait might 

be construct irrelevant or secondary to the one the content experts capture in their ratings. The 

lowest reliability is for the rule-based score. This pattern appears within each form, although the 

degree of reliability varies considerably across forms.  

Correlations of the alternative scores with the score based on the multiple-choice portion 

of the USMLE Step 3 examination are presented in Table 4.  The observed correlations for case-

specific approaches (regression and rule-based) are 0.35. When corrected for unreliability of the 

scores, the correlation between the rule-based approach and the multiple choice score becomes 

0.61 compared with 0.55, 0.56, and 0.57 for operational, standard and small-sample standard 

regressions.  



Discussion 

In the present study, regardless of what model was used, average correlations between 

automated scores and raters were at least .75. This occurred even in the unit weighting models in 

which the only aspect of expert judgment that is taken into account is whether the value of the 

individual action is positive or negative. This may appear to support the conclusion that it is 

relatively easy to create systems that approximate human judgments. It may, however, be more 

accurate to conclude that the effort involved in identifying and quantifying the relevant 

components of the performance is more important that the subtleties of how these components 

are aggregated.  

A second important conclusion from the present research is that case-specific models 

consistently and significantly more closely approximate ratings than do the more general models. 

The unit weights most closely approximate the conditions described by Wainer (1976). Clearly 

the conditions in this research do not approximate the assumption made as part of Wainer’s 

argument against the usefulness of weighting based on regression models. If they performed well, 

it would be advantageous to use one of these general models. It would reduce the work required 

to develop the scoring algorithms and shorten the time required to introduce new cases into 

operational testing. Unfortunately, the approximately .10 difference in correlations between the 

general and case specific models is substantial. 

Another noteworthy finding is that the results reported in the present paper appear to 

contradict those reported in earlier papers describing research on this same project. Table 2 shows 

that on average the rule-based scores correlate about as highly with expert ratings as do the 

standard regression-based scores. The study by Clauser, et al (1997) compared a rule-based 

procedure to a regression-based approach which was identical to that described as the standard 

regression-based procedure in this paper. That paper reported that the regression-based procedure 

had correlations with expert ratings that were on average nearly .05 higher than those for the rule-



based procedure. Table 3 provides additional information about these relationships. Table 3 

indicates that the improved correlations for the rule-based scores have apparently occurred over 

time. The nine oldest cases used in this research (developed well after the 1997 research) produce 

correlational results which are similar to those reported by Clauser, et al. (1997). The nine newest 

cases produce results which show the opposite relationship; for these cases, the correlations are 

higher for the rule-based scores. This evidence supports the impressions of test developers who 

believe that the procedures used to specify the rules used by the raters and programmed into the 

rule-based scoring algorithms have improved substantially. This has lead to clearer and more 

precise rules. These improvements have apparently led to a substantial improvement in the 

performance of the rule-based scores while the performance of the regression-based scores has 

remained unchanged.  

There are potentially both practical and theoretical advantages to the rule-based scores, so 

this improvement in their performance has the potential to influence operational practice. From 

the practical perspective, the rule-based approach has the advantage that the scoring algorithms 

can be developed without the need for experts to review and rate large samples of examinee 

performances. This review process lengthens the time required to introduce new case material 

onto the operational test because the examinee performances must be collected; it is also costly in 

terms of the content experts’ time. From the theoretical perspective, it may be preferable to have 

the scoring algorithm based on a procedure that models the actual logic used by experts in rating 

examinee performance. This tightens the validity argument supporting the subsequent score 

interpretations. Additionally, the rule-based approach allows the content experts charged with 

oversight of the test to review and approve what the scoring algorithm is actually doing rather 

than trusting that the approximation (created by the regression model) satisfactorily captures their 

intentions.  

One aspect of the performance of the rule-based procedure did not change from what was 



reported in earlier research. The scores based on the rule-based procedure are substantially less 

reliable than those based on the regression based approach. This may appear to be a serious 

practical shortcoming, but it is unclear to what extent the regression-based scores may achieve 

higher reliability without improved validity. The results in Tables 1 and 3 show a general trend in 

which lower correlations with the ratings are associated with higher reliabilities for the scores. 

This suggests that the regression-based scores may be sensitive to aspects of examinee 

performance that generalize well across cases but are not considered construct relevant by the 

raters (or are at least given less weight by the raters). This is particularly evident for those 

approaches using general rather than case-specific models. The limitations of the present data set 

do not allow for a complete examination of this effect because the examinee samples on which 

the ratings were collected are different for each case. If the designs were crossed it would be 

possible to examine observed and true correlations between the ratings and the differing 

automated scoring models. However, the data set does allow for correlations between each of the 

automated scores and a potentially relevant external criterion, the examinee’s score on the 

multiple-choice component of the examination. This is not a perfect criterion because the two 

components of the test are intended to measure related but different proficiencies. But it is useful 

in the present application because there is little reason to believe that the multiple-choice 

component would be sensitive to any construct irrelevant sources of variance that may be 

captured by the automated scoring procedures. The results in Table 4 show that the observed 

correlations for the case-specific regression procedures are essentially identical to that for the 

rule-based procedure even though the rule-based procedure is less reliable. This means that the 

true correlation between the rule-based score and the multiple-choice score is higher than that for 

any of the regression-based procedures. This result would appear to support the hypothesis that 

the regression-based procedures may achieve higher reliability by measuring consistent but 

construct irrelevant aspects of the performance. 



Over all, the results of this research suggest two things. First, they provide evidence that a 

rule-based approach to scoring computer-based case simulations may warrant serious 

consideration. More research will be required in this area. Second, the results presented in this 

paper, especially when taken together with those reported bay Clauser, et al. (1997), suggest that 

the appropriate question may not be do regression-based procedures perform better than rule-

based procedures? Rather, given our current knowledge about how to implement these 

procedures, which performs better?  
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Table 1.  Examples of Regression-Based Weights 

 

Unstandardized 

Coefficients 

Standardized 

Coefficients t Sig. 

  B Std. Error Beta     

Standard Regression-Based  

Physical and History 0.10 0.08 0.11 1.33 0.19 

Diagnosis 0.17 0.05 0.17 3.32 0.00 

Treatment 0.54 0.05 0.18 3.47 0.00 

Monitoring 0.21 0.01 0.12 1.41 0.00 

Less Important Benefits 0.14 0.02 0.29 8.36 0.00 

Least Important Benefits 0.11 0.09 0.06 1.17 0.24 

Harmful -1.60 0.11 -0.12 -1.23 0.22 

Risky -0.20 0.08 -0.06 -2.55 0.01 

Inappropriate -0.19 0.21 -0.04 -0.91 0.36 

Operational Regression-Based 

Diagnostic and Physical 0.12 0.03 0.21 4.70 0.00 

insulin 0.30 0.05 0.31 5.77 0.00 

Treatment 0.07 0.06 0.06 1.25 0.21 

Monitoring 0.82 0.22 0.19 3.69 0.00 

Less Important Benefits 0.12 0.02 0.36 7.80 0.00 

Least Important Benefits 0.07 0.09 0.04 0.76 0.45 

Harmful -0.80 0.48 -0.07 -1.65 0.10 

Risky -0.20 0.07 -0.12 -2.81 0.01 

Inappropriate -0.14 0.19 -0.03 -0.73 0.47 

 

 

Table 2.  Score-Rating Correlations Averaged Across 18 Cases 

 

Operational 

regression 

Rule-

based 

Standard 

regression-

based 

Small 

Sample 

standard 

regression-

based 

Unit 

weights 

Fixed 

weights 

Average 

weights 

Mean 0.86 0.85 0.85 0.84 0.75 0.75 0.75 

Median 0.87 0.86 0.85 0.84 0.75 0.76 0.79 

SD 0.05 0.08 0.05 0.06 0.06 0.08 0.13 

 



Table 3. Score-Rating Correlations Over Time 

  

Operational 

regression 

Rule-

based 

Standard 

Regression-

based 

Small 

Sample 

Standard 

Regression-

based 

Unit 

weights 

Fixed 

weights 

Average 

weights 

9 oldest cases 
      

Mean 0.86 0.79 0.85 0.84 0.76 0.74 0.81 

Median 0.87 0.80 0.87 0.87 0.76 0.70 0.83 

SD 0.05 0.07 0.05 0.06 0.07 0.07 0.05 

9 newest cases             

Mean 0.86 0.90 0.85 0.83 0.74 0.75 0.68 

Median 0.85 0.91 0.85 0.83 0.74 0.78 0.67 

SD 0.05 0.04 0.06 0.06 0.07 0.08 0.17 

 

Table 4.  Score Reliability  

 

  

Operational 

regression 

Rule-

based 

Standard 

regression-

based 

Small 

sample 

standard 

regression-

based 

Unit 

weights 

Fixed 

weights 

Average 

weights 

form1 0.39 0.27 0.39 0.36 0.47 0.46 0.45 

form2 0.46 0.42 0.45 0.47 0.49 0.49 0.47 

form3 0.42 0.36 0.43 0.39 0.47 0.45 0.48 

Mean 0.42 0.35 0.42 0.41 0.48 0.47 0.47 

 



Table 5.  Correlations with Multiple Choice Score 

 

  

Operational 

regression 

Rule-

based 

Standard 

Regression-

based 

Small 

Sample 

Standard 

Regression-

based 

Unit 

weights 

Fixed 

weights 

Average 

weights 

 

Observed Correlations 

 

form1 0.31 0.30 0.31 0.30 0.34 0.34 0.26 

form2 0.39 0.42 0.40 0.40 0.41 0.40 0.35 

form3 0.34 0.32 0.34 0.35 0.37 0.33 0.18 

Mean 0.35 0.35 0.35 0.35 0.37 0.36 0.27 

 

Corrected Correlations 

 

form1 0.51 0.61 0.52 0.53 0.51 0.51 0.41 

form2 0.60 0.68 0.63 0.60 0.61 0.60 0.53 

form3 0.55 0.55 0.53 0.59 0.56 0.52 0.27 

Mean 0.55 0.61 0.56 0.57 0.56 0.54 0.40 

 

 

 

 

 


